


Please put up your hand

it you know what Spark is?
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Put up your hana

iT you think your significant other
know what Spark is?

(girlfriend, boyfriend, wite, husband, ...
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This Talk

Whatis Spark?
How are people using it?
Spark 2.0
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open source data processing engine built around
speed, ease of use, and sophisticated analytics
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About Databricks Databricks [Z2UL\T

Founded by creators of Spark & behind Spark development

SparkBAFE & ESparkFARE X F I HABIZK>TEHIIINT=
Cloud Enterprise Spark Platform

« Cluster management, interactive notebooks,
dashboards, production jobs,
data governance, security, ...

IR—TZA4X9Zk Spark TovbT4—L
DSARER, EER/ LTV
Fyah—k, DaTER
s T—RBHNFUR, FXal)T4
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0015: Great Year for Spark 201s: sparkicé-ThE%4E

Most active open source projectin data (1000+ contributors)
T—AL JREERGA—TV—RTOT I (1000 AL LD EBRE)

New language: R
FLLVERE R

Widespread industry support & adoption
IBELERYR—ERA
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Meetup Groups: December 2014
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Meetup Groups: December 2015

Tokyo

':] Spark Meetup
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News room News releases Forbes 5 Billionaire-Owned Energy Stocks With Triple Digit Potential

IBM Announces Major Commitmentto . . . .

. . Spark Or Had -- Which Is The Best B
Advance Apache®Spark™, Calling it .. ramewrtr esthie
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“Spark is the Taylor Swift
of big data software.”

- Derrick Harris, Fortune
[Spark [FEYT T—RYILDT7D
TAT— A4 TR ]
- A=)y INYR, TH—Fa
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“Spark is the AL JI1 &
of big data software.”

(A Japanese engineertold me)
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Diverse Runtime Environments
SESFLHETIREE

Cluster Managers

DV’ D

48" 40” 11% 51"

Standalone mode YARN Mesos on a public cloud
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[ndustries Using Spark Spak&#IBALTL2£R

6.5% Banking,Finance
. (0}
29.4%

Soft Advertising,
oftware :
. .4% Computers, Hard Marketing, PR
(Saas, Web, Mobile) A% :,ytolp_,;_s ,flgvrflri IN=R
YTIRHTT XTI 17.7%
4.4% Education Other

#E ZDith

3.9% Health, Medical, 6.7%
14.0% *270  Pharmacy, Bjotech

BB B SR S AT /O Reizil
Consulting (IT) : e-Commerce
. _ . o Carriers, .

AN T427 () 3.5% Telecommunjcations f MFE.€AX—R
I 7 ::
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Top Applications t#o7Fyr—ay

Business ntelligence

ESRARATIO IR

Data Warehousing

F—BHITNGULY

Recommendatior

LarArF—i3>

Log Processing
mEy R
User-Facing Services
1—H—AFY—ER
Fraud Detection / Security
RERE / £¥2)T4
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Are we done?
+O5ERL ?

No. Development is faster than ever!
NNZ, BIFIESETLUEISERICH>THEN TS !
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research Spark 1.0 & libraries
paper (SQL, ML, GraphX) Spark 2.0
2010 2013 2015
2012 l 2014 2016
Databricks v
sta rted Sta rted D t F
@ & donated ?uangftjr?s
to ASF

Berkeley © ML Pipelines
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Spark stack dlagram  spakdz4yoH

Streaming MLLib GraphX

Spark Core (RDD)
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Spark stack dlagram  gpakpz4vs®
(a ditferent take) (E5RAET)

A= N s N

Frontend T
_ A—H—IC
(userfacing APIs) AP))
Backend Aresd
(execution) (X17)
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Spark stack dlagram  gpakpz4vs®
(a ditferent take) (E5RAET)

Frontend 7ay kxR

(RDD, DataFrame, ML pipelines, ...) RDD, DataFrame,
ML pipelines, ...)

Backend INYY TR
(scheduler, shuffle, operators, ...) (R7¥a—73.,
voIIL, EBEF.
)
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Spark 2.0

Frontend
AP| Foundation
JOVRIVR APl DRIER
Streaming
DataFrame/Dataset
SQL
AR)—22Y
DataFrame/Dataset
saL

Backend
10X Performance
INVIITUR 10 5DINTHA—IUR
Whole-stage Codegen

Vectorization
ERAT—Y O—F&ERL
NIkILE



Guiding Principles for API Foundation
APl ZRIBIC&HT=> TDEE

1. Simple yet expressive
DUTIERRBEEMNIC

2. (Semantics) well-defined
(B TAORD) +REFEINTLNDS

3. Sufficiently abstracted to allow optimized backends
INVIIURDERBIENTEDL D> TRITHRIESA TS
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RDD

Java/Scala
frontend

v

JVM
backend

DataFrame

DataFrame
frontend

Logical Plan

Catalyst
optimizer

Physical
execution
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Python Java/Scala SQL

DataFrame
Logical Plan

JVM




API Foundations in Spark 2.0
Spark 2.0 [ZHITHAPIDEIER
1. Streaming DataFrames
ARJ)—=2% DataFrames
2. Maturing and merging DataFrame and Dataset
DataFrame & Dataset DR EET—D

3. ANSISQL
natural join,subquery,view support
BREE. I/ Ea—DHYER—k
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Challenges with Stream Processing
AN =LA (2R T SRR

Stream processingis hard to reason about
« Outputovertime AN —LANEHNELNERAE

 Late data -RUWEIREICEA 7R T Uk
« Failures - ENTLAHT—4
« Distribution BEE

- 731K

And all this has to work across complex operations
« Windows, sessions, aggregation, etc
NEITRTHEHELGARL—av thi->T#eEL TR ITE5EL
@databricks 44K vl ay, FIOVT—30 HE



Next-gen Streaming with DataFrames
DataFrames|Z & AR RN —22T
1. Easy-to-use APIs (batch, streaming, and interactive)

1 AEWNOTOAPI (S F RR—Z2 T 108597 47)
2. Well-defined semantics 2 PFSEERSNI=EYYTATRX
B @Y ThlT—4
[EE

. . -exactly-once R T4V ARZEFFD source/ sink
Sources/sinks with exactly-once semantics

Qut-of-order data
Failures

3. LeveragesTungsten backend 3.Tungsten /\wY T2 ~DFIA
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Next-gen Streaming with DataFrames
DataFrames|Z & HRK AR —I T

More details next few weeks
FOEMRICKYEEHEET
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Spark is already pretty fast.
Spark [F9 TIZTHVEEY ZELY

Can we make it 10X faster in 2.0?
20 T10BEEIZTEBN A5 7
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Teaser: SQL/DataFrame Performance
PHLIEEITEIER: SQL/DataFrame D /X7 4 —< 2 A

Spark 1.6

Spark 2.0

work-in-progress

gdatabricks

come to my talk this afternoon to learn more
BLANYE=DESTLESF RO DL OEERME(ETZE

13.95 million
rows/sec

125 million
rows/sec

High throughput
ERIL—T Yk




: Advanced
Streaming Analilcs

DataFrame (& Dataset)

Tungsten Execution

gdatabricks



Spark 2.0 Release Schedule

Spark 2.0 DYY—XRF7a—)L

Under active developmenton GitHub
GitHub £ T/EFEICRFEF

March - April: code freeze
3A-4R :a—k21)—X

April - May: official release
A4RB-58 : ER—X
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